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Abstract—Industrial procedures can be inefficient in terms of
time, money and consumer satisfaction. the rivalry among busi-
nesses, gradually encourages them to exploit intelligent systems to
achieve such goals as increasing profits, market share, and higher
productivity. The property casualty insurance industry is not an
exception. The inspection of a roof’s condition is a preliminary
stage of the damage claim processing performed by insurance
adjusters. When insurance adjusters inspect a roof, it is a time
consuming and potentially dangerous endeavor. In this paper,
we propose to automate this assessment using RGB imagery of
rooftops that have been inflicted with damage from hail impact
collected using small unmanned aircraft systems (sUAS) along
with deep learning to infer the extent of roof damage (see Fig. I).
We assess multiple convolutional neural networks on our unique
rooftop damage dataset that was gathered using a sUAS. Our
experiments show that we can accurately identify hail damage
automatically using our techniques.

I. INTRODUCTION

One of the most damaging phenomena for rooftops that
result in billions of dollars of property casualty insurance
claims each year results from hail. To mitigate this problem,
owners of homes in hail prone geographic locations often carry
property insurance that can cover the repair costs to their
roof should it be severely damaged by a storm. Replacing
a roof is expensive, but if damage is minor and does not
undermine the integrity of the roof to seal out the elements,
then the roof can be repaired for far less cost. Determining
the severity of damage is therefore imperative to keeping
premium costs down, while at the same time, making sure
that those rooftops that do need repaired are done so in a
fast and efficient manner, keeping the homeowner protected
and preventing further damage from occurring. After severe
storms, insurance companies are deluged with storm damage
claims. Roofers will often prey on homeowners after storms
and claim that their roof is a total loss, even if the repairs
are minor [12]. Detecting the true severity of the damage to
determine if the roof should be replaced, or merely repaired,
requires sending inspectors to each home. This is expensive,
time-consuming, and dangerous, especially after severe storms
[2]. In this paper, we propose to automate this inspection
process using small unmanned aircraft systems (sUAS) and
deep learning techniques to classify this damage from RGB
imagery.

To create a fully automated inspection system, robust defect
detection and classification algorithms are required. We do
this using deep convolutional neural networks (CNNs). These
approaches have achieved state-of-the-art performance on nu-
merous computer vision problems, and now rival humans at
their efficacy at image classification. We assess their suitability
for roof damage detection.

Our Contribution: In this paper, we make three major
contributions: 1) we propose an automatic system for roof
damage detection based on deep learning methods; 2) we
introduce the first dataset for assessing rooftop hail damage,
which we will make publicly available (see Fig. 2); and 3)
we recommend a collection methodology to provide imagery
with the geometric fidelity and spatial resolution necessary to
provide useful and accurate damage characterization.

Fig. 1. The proposed algorithm takes high-resolution RGB images acquired
with a small unmanned aircraft system (sUAS) as input and processes through
the network to detect and localize damaged spots

The remainder of this paper is organized as follows: Section
2 describes the related work, Section 3 provides the details of
our work flow including the problem and proposed approach,
Section 4 reviews the dataset and algorithms, and Section 5
discusses the results obtained.

II. BACKGROUND

Little research has been devoted to automated roof condi-
tion assessment using machine learning or computer vision
techniques. However, there has been a limited amount of978-1-5386-1235-4/17/$31.00 c© 2017 IEEE



Approach Method
Statistical 1. Histogram properties

2. Co-occurence matrix
3. Local binary pattern

4. Autocorrelation
5. Registration-based

Filter Based 1.Spatial domain filtering
2. Frequency domain analysis

3. Joint spatial/spatial-frequency

TABLE I
LIST OF TEXTURAL DEFECT DETECTION METHODS.

research in automated building damage assessment and surface
inspection.

A. Building Damage Assessment

Building damage assessment is the closest work to what
we propose in this study. Algorithms for building damage
assessment falls into two categories: methods working with
pre- and post-event data and cases in which only the post-
event data is available. Although typically using data from
both before and after an event yields more accurate results, in
many cases pre-event data is not available [3].

B. Visual surface inspection as a texture analysis problems

Surface defects are divided into local textural irregularities
and global divergence of color or texture. According to [4],
methods used for visual inspection addressing texture abnor-
malities fall into four categories: statistical, structural, filter-
based, and model-based methods. Statistical and filter based
approaches are the most common ones in visual inspection.
Table 1 indicates some of the texture analysis techniques that
fall into these two categories [1].

C. Visual inspection via supervised classification

Supervised classification has been extensively used in visual
inspection. This method has been performed reasonably well
when both normal and defective samples are provided and
well-conditioned. However, if defective samples are unavail-
able, novelty detection will be more advantageous. The k-
nearest neighbor (kNN) method is a simple supervised learn-
ing algorithm. In previous studies, ceramic tiles have been
classified using kNN based on chromatic features extracted
from individual channels. The feature extraction method used
is critical for classification of data, as the learned features
can increase the separation between classes which leads to
better classification. Linear feature extraction methods, such
as principal component analysis (PCA) or linear discriminant
analysis (LDA), are not able to characterize the nonlinear rela-
tionships between inputs and outputs. Despite some methods
like manifold learning methods, which are supposed to model
the non-linearity of data, deep learning methods are widely
utilized for this purpose. Deep learning methods are capable
of processing large scale dataset and learning the nonlinear
features by constructing a representation in a hierarchical
manner with increasing the order of abstraction from lower
to higher levels of neural network [5]. Methods exploiting

deep neural nets are frequently used for aerial image analysis
as well. There are many works that attempt to use CNNs
for object detection and localization in large-scale remote
sensing images [13],[14]. According to those convolutional
neural networks performs as powerful tools for most of the
image processing tasks on aerial images.

III. METHODS

In this section, we provide details of the algorithm and
training process for our proposed method. We evaluate CNN
models that are trained from scratch to assess rooftop damage
as well as using CNNs pre-trained on ImageNet [6]. The pre-
trained CNNs have a much larger amount of data used for
training, enabling them to have rich feature hierarchies. Using
pre-trained CNNs is the standard approach that is now used for
using CNNs with small-scale datasets. However, it is possible
that only the lower layers are useful for assessing rooftop
damage, because the lower layers detect texture features that
may be more transferable to this task. This suggests that for
this task it may be possible to do equally as well by training
a CNN from scratch.

We trained a simple CNN from scratch on our dataset. For
this purpose, we used a very small CNN having 3 convolu-
tional layers, 2 fully-connected layers and few filters per layer,
along with data augmentation and batch normalization.

Features are then extracted from the pre-trained network
to examine if the general features acquired with pre-trained
deep neural networks can outperform the features which are
learned specifically on our dataset via a shallower network.
To study the effect of having more convolutional layers in the
pre-trained CNNs, classification performances of different pre-
trained CNNs (VGG-f, VGG19, and ResNet50) are compared
for classifying the RGB dataset [7,8,9]. For further details
on the training process of the proposed damage detector, see
Section 4.3.

Being able to detect hail-damaged spots in small patches of
roof shingles depicts that neural networks can see and learn the
difference between uniform and hail-damaged samples. This
suggests that the proposed method can be further improved by
using better quality, more realistic, and larger image training
sets. In order to conduct an experiment which more closely
resembles a real, in-field inspection scenario, we decided to
do damage detection and localization on wide-area views of
rooftops using standoff sUAS-collected and handheld imagery.
It should be noted that only hail damaged samples were
examined in this study due to the availability of data and
based on the recommendation of property casualty insurance
specialists as these the most relevant roof malady that they
encounter. Implementing our algorithm on wide-area rooftop
images, we are able to create heat-maps that indicate the
impact points and can be used as visualization aids to roof
inspectors. It is possible to get the network response (heat-
map) for the whole input image in one call to code by
converting fully-connected layers to convolutional layers [11].

The effect of resolution was also examined regarding its’ on
the performance of networks to determine, for future imagery



collections, the optimum distance at which one can fly a sUAS
to obtain the proper balance between spatial resolution and
areal coverage. A collection methodology is suggested based
on this experiment.

IV. EXPERIMENTS

The methods applied for hail-damage detection uniquely
depend on the type of data available. Damage classification
was carried out using two different groups of samples based
on the distinct information we could extract from each. In
the following sections, datasets and detection methods corre-
sponding to each data type are described.

Fig. 2. Hail damaged roof shingles cropped and ready to be analyzed.
Different classes and colors of samples are shown: (left to right) ice, uniform,
ice, steel and ice.

A. High-resolution RGB images

RGB images of damaged and intact roof shingles were
collected at the Insurance Institute for Business & Home
Safety (IBHS) Research Center in Richburg, SC, USA [10].
There are different types of shingle samples in terms of
damage types, colors, damage size, producing manufacturer,
damage location, etc. These products were coded based on the
producing manufacturer and materials. These roof panels were
damaged by 4 different sizes of either hail or steel balls. In the
first run, two out of four different ball sizes, the most severe
and the least severe, were considered in the analysis of the
high-resolution RGB imagery. Additionally, these images are
cropped into small patches and labeled (locations classified
as damaged or undamaged). This allowed for the creation of
a larger dataset to be used for training of a neural network
and fine-tuning a deep pre-trained network. If the cropped
image has some portion of damage in it, it is labeled as
damaged, and if not it is labeled as uniform. That being done,
1678 samples were assembled that were randomly divided
into 1222 training and 456 test samples. Before feeding
the samples to the network, two pre-processing steps were
necessary. First, removing the documenting chalk arrows from
the shingles, which were there to indicate the impact points
on the roof panels, needed to be accomplished. This was done
using standard image editing techniques (see Fig. 3). Second,
cropping the images into small pieces in order to get bigger
dataset. The cropping process, which is referred to as data
augmentation, resulted in having more damaged samples than
undamaged ones. By adding more uniform images, we were
able to make sure that the dataset is balanced and the results

are not biased. Fig. 2 shows an illustrative portion of final
dataset.

Fig. 3. A damaged shingle before (left) and after (right) removing the chalk
arrows

B. Wide rooftop imagery

Although using pre-trained networks for detecting damaged
shingles on the small patches of high-resolution RGB images
was quite successful, these images are not similar to real
images taken of damaged rooftops in the field. The spatial
resolution, illumination consistency, and quality of focus of
these experimental sample photographs were far superior to
any data that we have received from real-field collections.
To address this inconsistency, we decided to go even further
and try to do damage detection with deep learning methods
on real images that were gathered during insurance claims
inspections. These images have two major differences com-
pared to our previous RGB dataset. First, there are multiple
damaged spots on each image, whereas the patches had only
one damaged spot per photograph. Second, these new data
are, in general, taken from a larger standoff distance than the
previous RGB images, resulting in a coarser spatial resolution.
Some other challenges regarding classifying damage on wide
rooftop images are occlusions caused by trees, penetrations
casting shadows on the roof, or debris collected on the roof.
Moreover, these images are very limited by nature since they
are taken from real damaged houses. Damaged tiles were
ground truthed on this dataset, training samples were annotated
by defining a bounding box for each damage spot. We had few
of this examples to learn from, for a classification problem
that is far from simple. Although it could be challenging,
it is also a realistic machine learning problem: in a lot of
real-world applications, even small-scale data collection can
be extremely expensive or sometimes near-impossible (e.g. in
medical imaging). Therefore, being able to make the most out
of very little data is of great value.

C. Training and Evaluation

To work with limited training set in deep learning fields
there are couple of options: training a small network from
scratch (as a baseline), using the features of a pre-trained
network, or fine-tuning the top layers of a pre-trained network.
For the first group of our samples, very high-resolution RGB
images, we first trained a convolutional neural network to
detect damages. Our damage detector consists of 6 layers
where the first 3 layers are convolutional and the last 3 layers
are fully-connected. Later, we attempted a transfer learning



approach to extract features knowing that deep learning models
are by nature reusable for tasks other than the one they trained
specifically for. We used both an off-the-shelf classifier and a
three fully-connected layer network to do the classification
task on these features. Furthermore, since we are assuming
that learned features, except for the top layers, are not specific
to a single RGB dataset, we also explored fine-tuning a pre-
trained CNN. Thus, we just removed the last layer and added a
new output layer compatible with our new dataset and then re-
trained the entire network. The pre-trained networks which are
used in this study are VGG-f, VGG19 and ResNet50 (common
networks used by the computer vision community). Deeper
networks are utilized to see the effect of a more powerful
model on the results. We are fully aware that the high detection
accuracy on this dataset extremely relies on the resolution of
input images. To understand how far we can fly a UAS without
sacrificing the accuracy, we studied the changes in accuracy
versus the distance.

Afterwards, we implemented our trained algorithm on real
samples obtained from real damaged houses. On the assump-
tion that these images have multiple damage spots, not only
should the proposed method be capable of detecting damaged
spots, but it also should be able to do damage localization.
Consequently, we would be able to map damage patterns on
the rooftop surfaces by locating the relative position of damage
spots, which is one of the key factors that is desired to be
understood from visual inspections. With this intention, we
produced heat-maps for wide-area images of rooftops to be
used as a detection aid in roof inspections. To preserve the
spatial information, we removed the average pooling layer
from the network, and converted the fully connected layers
into the convolutional layers with (1,1) filters [11]. Damage
localization can be further improved by using a bounding box
regression module.

V. RESULTS AND DISCUSSION

The spatially varying nature of these damaged spots are
what allows our human visual system to detect them so
easily. Training a simple CNN from scratch on a small image
dataset will still yield reasonable results, without the need for
any custom feature engineering (Table 2). A more improved
approach would be to leverage a network which is pre-trained
on a large dataset. All the other methods on Table 2 exploit
a pre-trained CNN and they reach to a very good accuracy
as we go deeper, since the spatial variability of the targets of
interest are included in the identification process. At first, we
tried a quite shallow pre-trained CNN (VGG-f) to see whether
deeper and trained networks can actually make a difference.
Getting reasonable mean-per-class accuracy motivated us to try
deeper networks. To this point, ResNet50 is the best algorithm
to detect roof shingle damage. However, deeper networks
probably can do better on this dataset, so we plan to go even
further. It is interesting to notice that even though fine-tuning
VGG-19 provides us with better result than the ImageNet pre-
trained version, it could not perform as well as ResNet50
which does not learn any weights based on our dataset yet

has more layers. This motivated us to visualize what deep
neural networks learned after training. To this end, we tried
to visualize the activation of networks during a forward pass.
Fig. 4 is showing activations on the first CONV layer (left),
and the 5th CONV layer (right) of a trained VGG-19 looking
at a damaged spot of a roof. Notice that some activation maps
may be all zeros for many different inputs, which are basically
dead filters, and can happen as a result of high learning rates.

Fig. 4. Activations on the first CONV layer (left), and the 5th CONV layer
(right) of a pre-trained VGG-19 looking at a damaged roof shingle. Every
box shows an activation map corresponding to some filter. The activations are
sparse (in this visualization zero values are shown in black).

Based on our observation, pre-trained networks can be
notably successful in detecting damages when they are fed
with very high-resolution images. This raises the question
whether the images we got from sUAS meet this requirement.
To investigate this, first we resized the high-resolution RGB
images we had to create images with coarser resolution.

Fig. 5. The effect of resolution on the performance of VGG-19 to figure out
the optimum distance

Fig. 5 shows the detection accuracy using VGG-19 on the
resized datasets. The pixel size was changed to create images
with lower resolutions and then resized to 224 × 224 and
provided to a CNN (VGG-19) for damage detection. The
original image was blurred using spatial convolution with a
n × n rectangular filter, and the resulting response was then
subsampled on a n × n grid to simulate a coarser resolution
sensor. The accuracy significantly dropped as the resolution
(pixel size) was became coarser. Surprisingly, we can observe
a slight increase in the accuracy before the major drop. This
mainly happens due to the noisy nature of the input images.
As the image starts to get blurry, it becomes smoother and
some of the noises will be faded, so damage spots turn into



TABLE II
DAMAGE DETECTION RESULTS ON ROOF SHINGLES USING PRE-TRAINED

CNNS IN COMPARISON WITH TRADITIONAL CLASSIFICATION OF
SPECTRAL BANDS. LR IS USED AS CLASSIFIER IN ALL CASES.

Methods Mean-per-class accuracy(%)
Trained network 83.44

VGG-f 82.67
VGG-19 86.18
ResNet50 91.44

Fine-tuned VGG-19 87.71
Fine-tuned ResNet50 91.92

TABLE III
MEAN-PER-CLASS ACCURACY (%) USING DIFFERENT CLASSIFIERS.

Methods Fully Connected NN SVM LR
VGG-19 80.04 83.55 86.18
ResNet50 91.01 87.93 91.44

easier targets for detection. Thus, too much resolution is also
not beneficial to the goal of this study.

Second, we implemented the algorithm on real images
which are gathered during insurance claims inspections. An
example of a heat-map is shown in Fig. 6. Each point in the
heat-map shows the CNN response, the probability of having
a damaged spot, for its corresponding 224 × 224 region in the
original image. Note that, we removed the classifier layer and
found that the network output are informative enough for the
task of damage detection and roof inspection. Comparing the
bounding boxes in annotated dataset to the high probability
areas in the corresponding heat-maps, we can see that the
network is capable of detecting and localizing damages. Spots
which are more obvious in terms of the damaged size, contrast
and more importantly resolution are more likely to be detected
by the system. In Fig. 6, damages on the lower part of the im-
age which are closer to the camera are mostly detected whereas
the ones at the top which are quite far are completely ignored
by the network. That means if the network was provided
with a dataset in which the images have perpendicular angle
view, resulting in uniform resolution throughout the image, we
could create more accurate heat-maps. Thus, we recommend a
collection methodology to provide imagery with the geometric
fidelity and spatial resolution necessary to provide useful
damage characterization. Imagery should be collected with the
platform at a constant distance from the roof deck at all time,
viewing the roof surface from a perpendicular vantage point.
The resolution will then be constant, and perspective distortion
will be minimized.

In order to gather more imagery so that our training can
become more robust, we are in the process of developing
automated flight planning algorithms to fly our UAS systems
at a constant standoff distance from a rooftop utilizing imagery
or LiDAR derived roof models. This will provide us with
a uniform spatial resolution dataset that it is believed will
perform similarly to those experimentally gathered samples
at the IBHS Research Center (with classification accuracies at

the 90% level).

Fig. 6. left) an example image of a wide-view damaged roof. The annotation
bounding boxes are shown for each damaged spot. right) heat-map for the
response of fine-tuned VGG-19 on High-res RGB images

VI. CONCLUSION

In this paper, we proposed a damage detector based on
deep learning methods. This research is motivated by replacing
manual inspection and developing automatic systems for roof
conditions assessment. The proposed method is capable of
detecting damages with the accuracy as high as 91.92% on
patches of high-resolution samples which is a significant
improvement over baseline. We can also provide inspectors
with real-time heat-maps indicating the damaged spots to be
used as visualization aids. This is of great value since it makes
the whole process much faster, especially for the case of large
area inspections, and it only requires one proper wide-view
image of the roof. We took advantage of pre-trained networks
and we compared three different approaches to prove that
roof damage assessment using deep CNNs is efficient, easy
to implement and significantly more accurate. Finally, we
suggested a collection method to get appropriate images by
flying UAS systems.
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